Linear Model
SP03 4-2

R-Squared, Goodness-of-Fit, and so forth.

Goodness of fit goes to how “well” the model fits the data...
- Does X do a “good job” of accounting for variation in Y?
- Are the errors generally small or large?

Consider two regressions on two Y variables, Y1 and Y2, each with N = 100:

Y1
o
1

Y1=0+5X+u Y2=0+5X+u
R?=0.95 R?=0.17

- The slope and intercept of the regression line is the same in both
- What is different is the dispersion of the points around the line
* That is, the errors are smaller for Y1
* Put differently, a greater part of the variation of Y1 is explained by X than is
variation in Y2

Variation...

First, think about the variation we're interested in explaining...
- If we had no variables at all, we could still make a guess at Y
* The “best” guess we could make would be the mean
* This is equivalent to estimating an OLS regression with a constant only...
* That is, the mean is the value of Y that minimizes the sum of squared deviations
inY..
- So what we're really interested in is how much our knowledge of X improves our
guess of Y over a guess based on the mean...
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- Think of the total amount of variability in Y around its mean
* Remember that Y is a random variable:

Yi=Hl +Uu;
* And that X influences the systematic part of Y

- Once we've estimated a regression line, we can say something about the variability
of Y that is “due to” (or “explained by”) X...

- The total variation in Y can then be written as

Var(Y) = Var(Y + 0)

Var(Y) + Var(0) + 2Cov(Y, 1)

= Var(Y) + Var(0) (Because Cov(Y,0)=0 by assumption)

- In other words, the total variation in Y now consists of that part due to X and the
part due to the error term

- The (squared) variation in Y around its mean which can be explained by X and the
estimates of 3 is called the “estimated (or “explained”) sum of squares”

- Once we've estimated the regression, we're interested in the amount of (residual
variation in Y around the estimated regression line.
* This is equal to the sum of the squared errors (Zu;?)

* This is the variation in Y that can’t be “explained by”/"accounted for by” X



We often see TSS = ESS + RSS
(“Total”) (“Estimated”, or “Model”) (“Residual”)

- The extent of improvement in our “guess” of Y due to the inclusion of X and our
estimate of 3, is therefore equal to the proportion of the TSS accounted for by
the ESS:
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This is the R-Squared...
- Often talked about as “the proportion of variance explained” by the model

- R? is bounded between zero and 1
* R2 = 1.0 means a “perfect fit”: all the points Y; lie exactly on the estimated

regression line
* R2 = 0 means that X tells us nothing about Y that we couldn’t have gotten from

the mean

Note some characteristics of R?...

2 Y2
R . . . 2 ) a (XI - X)
- An easy formula for R? in the bivariate case is R*> = b; VI U
a-y)
- A little algebra can show that, in the bivariate case, R? is also equal to the square of
the Pearson’s correlation r

- As we add additional X variables, the R? must increase (or at least not decrease)
- Intuitively, this is because adding additional variables can’'t make the fit of
the line (plane) to Y be any worse
- Mathematically, this is because we can always calculate R? as:

a o
a (Y- Y)*’
even when we have more than one explanatory variable. Since (as we'll see
later) adding more explanatory variables can only make the fit of the
model better (never worse), the R? can only go up (or stay the same)
- This fact has made some people wary of R? (since you can make R? increase

by just adding a bunch of variables)
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(1- R*)(N- ¢)
~ (N-K)

Alternative: Adjusted R2: 1

where ¢ = 1 if there is a constant in the model and 0 otherwise, and k is the number of
covariates in the model (including the constant)

Properties:
- Unlike regular R?, adjusted R can be >1,0r<0 ...

- For the constant-only model, the adjusted R? equals the standard R? (both = zero)

- As model fit (R?) increases, the adjusted R? increases as well, BUT

- The extent of that increase is discounted by a factor proportional to the number of
covariates

R?: An Example

Consider these data:

X Y X - X (X,-X)? Y-Y (X, - X)(Y,- Y)

1 1 -1 1 -2 2

2 1 0 0 -2 0

3 7 1 1 4 4
Sums: 0 2 0 6

where the mean of X =2 and mean of Y = 3.

Calculate:
B - E (XI'X_)(Yt_?)
1 —
), %-X)
and
Bn = I_, = Bgf
and we get B, = 6/2
= 3
Bo = 3-3(2)



Then we have:

() (RSS) (ESS)
X Y Y Y-Y (Y.- ¥Y)2 (Y -Y)°
1 1 0 1 1 9
2 1 3 -2 4 0
3 7 6 1 1 9
Sums: 9 0 6 18
Here's a graph:
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Remember: TSS = ESS + MSS
(Here, TSS = 24)

So, to calculate R? (two ways):

1. R? = ESS/TSS
= 18/24
= 0.75
~ a4 (X - X)?
2. R? =bf('—_) = 9(2/24) = 9(0.083333) = 0.75



Calculate adjusted R?:

(1- R*)(N- c)
~ (N-Kk)
L (1- 075)(3- 1)
3-2
L. (0299

2 _
R%adi. =

= 0.50

- R? says that 75 percent of the variance around the mean of Y is “explained” by X
* Would be considered a good-fitting model...

- Adjusted R? is quite a bit lower than standard R?

Alternatives to R?

The standard error of the estimate (SEE)
- Sometimes called the root mean squared error (RMSE)
- Just the square root of [RSS / (N-k)]
- Think if it as a kind of “average residual”
* Of course, since residuals sum to zero, its not really an average
- Expressed in units of Y (so easily interpretable)
- In a sense, tells you the same thing R? does

There’s also the F-test
- A statistical test for Hy: All ’s except the constant equal to zero
- More on this when we do multivariate regression...



Using R?

- Generally, R? has a bad rap in political science
- Still reported, but don't make a big deal over it the way they did 20 years ago
- The L-B&S/King/Luskin papers deal with these issues...

What R2 can tell you:
- How well the sample regression estimate(s) fit the sample data
- Accordingly, how well you can predict the sample data from your estimates
- Comparing R?'s for different models on the same data can be useful
* Tell you if adding variables improves model fit
* BUT other things can also tell you this (F, t-tests, etc.)
- Can also think of R? as an estimate of its corresponding population parameter
* Luskin (1991) talks about this (“P?")
* R? is a biased (but consistent) estimator of P2
* R?,4;. is an unbiased estimator
* Still may or may not tell you much about what's going on in the population

What R? can't tell you:
- Which model is the “right” one
* Some phenomena may just not be very predictable (i.e., low P?)
* Can “overfit” the data in the sample
- E.g. wind up including variables that, for idiosyncratic reasons, explain some
of the variance in Y in the sample, but not in the population
- If you do this, the out-of-sample predictions would be worse for the higher-R?
model...
* Shouldn’t use R? (or anything else, for that matter) for specification searches
- The relative performance of two completely different models (different data)
- How well your model will predict Y out of the sample.
* Again, risk of overfitting.
* Moreover, you could have one really weird sample, such that the estimates are
waaaay off from the population parameters — R? won't tell you if this is the
case or not.
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DUMMY VARIABLES AND INTERACTION TERMS...
Very important topic...
DUMMY VARIABLES

- “Dichotomous”/"binary”/"categorical” variables
- Take on values of 0 and 1
- Some things are naturally dummies
* Gender
* Anything that is “present”/"absent” (e.g. majority status for coalitions, etc.)

- This last thing means that any variable can be dichotomized
* Can do so by simply “splitting” the variable at some cutoff point
+ E.g. taking a 100-point scale for “closeness” and dividing it at the middle,
mean or median
+ Or using some other “natural” cutoff point (e.g. coalition formation attempts:
2 vs. >2).
+ Don’t do this, without a very good reason. You're throwing information
away.

* Can also do so w/o losing information, by creating a separate dummy variable for
each category of the variable
+ E.g. separate dummies for “Strong Repub”, “Weak Repub.”, “Leaning
Repub.,” “Independent”, etc.
+ Doesn’t lose information
+ Can be very useful, esp. for variables which
- Have low numbers of categories, and/or
- Are ordinal, but you're not sure about treating them as interval

- One last thing: be smart when you label your dummy variables!!!

*“SEX”, “PARTYID”, etc. are uninformative; “FEMALE”, “LABOR” are not.



DUMMY VARIABLES IN REGRESSIONS

Simple case:
Yi=bo + b1D;j + u;

Essentially, we're saying that the expected value of Y varies depending on whether
or not some trait D is present or absent...

- E(Y|D=0) =hg
- E(YID=1) = bo + bl
- A test for b; = 0 is equivalent to a test for different levels of Y across the two groups.

That ain’t rocket science...
This extends readily to multiple dummy variables:
Yi = bo + leli + bZDZi + ... + U;

- The expected value of Y is simply the intercept, plus the sum of all the coefficients
on the D variables which equal one

- Amounts to different means for different “types”, defined by the dummy variable

- This is where the usefulness of “dummying out” ordinal-level variables can be seen

Example:
* Suppose | want to measure the impact of party ID on “closeness” to Clinton (0-100

scale)
* b-category measure of PID: Strong Reps, Weak reps, Ind’'s, Weak Dems, Strong

Dems (coded from -2 to 2)
* One way to do this is to treat PID as interval, throw it in the model:

CLOSENESS =42.0 + 15.0(PID)

* But this assumes that the impact of a one-unit change is equal across all the

categories...

* Instead, | could “dummy out” the PID variable into five categories

* Then leave out one category (here, independent) as a baseline, and regress
closeness on the other four:

CLOSENESS =455 - 32(SR) - 12(WR) + 7.0(WD) + 35(SD)
* Clearly, the more extreme partisans are having a bigger impact

+ Instead of an even 15-point move, we go 20-12-7-28
+ Better predictions and substantive conclusions



Now consider the case where we have a continuous variable and a dummy variable...
Yi=Dbo +biDj + byX; + u;

Now, the expected value of Y is:

- E(Y ] X,D=0) = by + b,X;

-E(Y | X,D=1) = (bo + by) + bX;

In other words, this regression assumes that observations with different values of D
have different intercepts, but the same slopes on X:

X 0O

- The impact of X on Y is the same irrespective of the value of D (i.e., the “type” of
observation).
- This also extends fairly straightforwardly to cases where there are multiple dummy
variables
* Changes in the D variables “shift” the regression line/plane up or down, but don’t
“tilt” it

The idea that the regression line (“slope”) doesn’t change across groups is something
that we've been working with all along, but just haven't realized it
* Assumption of “structural stability”; that the slopes are the same for all our
observations



There are many, many, many instances where this assumption is untenable...
- Impact of ideology on judicial voting:
* Some judges are more ideological than others
* Some cases (e.g. constitutional ones) may make for a greater impact of ideology
than others (e.g. statutory ones)
- Issue voting: some voters make a bigger deal of certain issues than others
- Democratic peace hypothesis says that the impact of battle losses on the war’s
duration will be greater for democracies than for authoritarian regimes
- Etc. etc. etc.

Models where we expect that the impact of a particular variable will vary, depending
on the value of another variable, imply interactive effects.

Consider first a general model:
Yi=bo + b1 Xyi + baXoi + b3X1iXoi + Uj
- Here, X1 X; is just that: X; multiplied by X,.
- I'll refer to b; and b, as the direct effects of X; and X5, and to b; as the coefficient for
the interaction term...
Why do we do this?

First, think about the impact of X; on Y...

E(Y)

bo + b1 Xyi + b Xoi + b3X1iXoi + U
bo + boXoi + (b1 + b3Xzi)Xai + Ui

In other words, the impact of X; on Y now explicitly depends on the value of X,

- In an interactive model, the direct effects are the conditional impact of that
variable on the dependent variable

- They are conditional on the value of the other interacted variable being zero...

Consider what happens if X; is continuous and X, is a dummy variable...
Think of the expected value of Y under these circumstances...

- When X, =0, E(YIX]_, X, = 0) = bo + b1X1i
- When XZ = l, E(lel, X2 = l) = (bo + b2) + (b1 + bg)xli

- In other words, in the context of the interactive model, b; is now the
impact of X; on Y when X, equals zero.
- Likewise, the impact of X; on Y when X; = 1 equals (b, + bj).



This suggests four possibilities:

- Same slope and intercepts (b, = b3 =0)

- Same slope, different intercepts (b, # 0, b3 =0)
- Same intercept, different slopes (b, =0, b3 # 0)
- Different slopes and intercepts (b,,bz # 0)

All of these can be explicitly tested...

Let’'s consider a model of Congressional voting:
- 103" Congress, member’s Chamber of Commerce score (pro-business)
- Impact of party, and campaign contributions
* DEMOCRAT, expect to be negative
* CORPTPCT (proportion of PAC contribs from corportaions), expect to be positive
- Model: indicates that this is generally true

COC = 77.47 - 58.97(DEM) + 54.45(CORPTPCT)
(1.82) (1.60) (7.94)
BUT

- Can we expect the impact of $$$ to be the same across Dems and reps?
* H1: Dems will be less responsive to corporate PAC $$$ (not inclined to vote for
corps)
* H2: Dems will be more responsive (Reps would vote for them anyway)

- Model with the interactive term:

COoC = 81.19 - 64.94(DEM) +  32.66(CORPTPCT)+  38.14(DEM*CRP)
(2.39) (2.96) (12.06) (15.96)
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So, for Republicans, the impact of contributions is:

COC =81.19 + 32.66(CORPTPCT)
while for Dems:
CcocC

(81.19 -64.94) + (32.66 + 38.14)(CORPTPCT)
16.25 + 70.80(CORPTPCT)

Dems appear to be less likely to initially support business interests, but more
responsive to corporate PAC funds than Republicans...

More generally, we can reject the null hypothesis that the slopes and intercepts are
the same for the two categories...

All this is well and good, but it leaves us a bit in the dark...
- Suppose we want to know if the impact of $$$ on votes for Democrats is statistically

different from zero...
- For Republicans, we can use t-tests on by and b, for hypothesis testing
- For Democrats, its a bit more complicated...

We need to know the standard error of the “pseudo-coefficients”: 16.25 and 70.80

To get these, we have to take into account that the coefficients themselves are

correlated...

- Normally, we get a Variance-Covariance matrix of the parameters, and all we're
interested in is the diagonal elements (variances, which we then take the
square root of to get the s.e.’s)

- Now, we have to pay attention to the covariances of the parameters...

To get the S.E. of the “pseudo-coefficient”, we use the regular formula for the
variance of the sum of two random variables:

SE.(B,+By = ‘/Va.r(Bz) +Var(By) + 2 Cou(B,.By)

In Stata, you can get the Var-Cov matrix of the parameters by typing:

corr, ¢ _C



Here is the variance-covariance matrix for the above coefficients:

DEM CORP DEMxCORP
DEM 8.78
CORP 24.87 145.51
DEMXxCRP -39.85 -145.51 254.63

So, to get the variance of (. + [3), we calculate:

Var(b, + bj) = V(145.51 + 254.63 + 2(-145.51))
v(109.12)
10.45

So, we can confidently reject that this coefficient is zero...

Important things about interaction terms:
- All of this discussion translates directly to the case of two dummy
variables, or to two continuous variables.
* In the latter case, the slope of one variable is a continuously-changing function of
another variable
* E.g. <Graph with several slopes>
* This also includes the discussion of standard errors...

- Read the Friedrich article. Twice. Its an excellent piece.

- Because the direct effects are the impact of one variable on the dependent when the
other is zero, it is important that zero be a meaningful value on the
variable in question.

* Often might interact a variable with time, e.g. in studies of institutionalization,
the influence of heterogeneity might vary with year.

* The direct effect on the heterogeneity term will reflect the YEAR variable being
zero; for most studies, 0 A.D. is pretty out-of-sample...

- There’s another reason to do this:

* Often get multicollinearity due to interaction terms

* This is OK (DON'T drop the interaction b/c of nonsignificance)

* Often makes sense to “center” (subtract the mean from) the variables before you
interact them...
+ Doesn’t change the estimates
+ Makes a “0" equal to the mean value: usually substantively meaningful

BUT

+ DON'T do this with dummy variables (“mean” is meaningless...)

* There are different opinions about “centering”; in fact, you can choose to do it or
not, it doesn’t really matter...



Inference example (see “example 5-1")...

Can generate predicted values from each “psuedo-regression”, as well as their
standard errors...

Can do cool graphs...

Etc.



Regression Models and Interaction Terms

. su goptherm college conserv age

Min Max
0 100
0 1
1 7
17 93

Number of obs
1353) =

F( 1,
Prob > F
R-squared

Adj R-squared

Root MSE

1355
4.36
0.0370
0.0032
0.0025
24.519

Variable | Obs Mean Std. Dev
_____________ +
goptherm | 1355 60.74391  24.54968
college | 1355 .5357934 .4989013
conserv | 1355 4.364576 1.377145
age | 1355 44.07528 16.94435
reg goptherm college
Source | SS af MS
_____________ +______________________________
Model | 2621.40476 1 2621.40476
Residual | 813416.733 1353 601.194924
_____________ +______________________________
Total | 816038.137 1354 602.686955
goptherm Coef Std. Err t
college 2.788965 1.335622 2.09
_cons 59.2496 .9776476 60.60

0.037
0.000

.1688495
57.33173

5.40908
61.16747

. ttest goptherm , by(college)

Two-sample t test with equal variances

59.2496
62.03857

1.011358
.8819145

25.36472
23.76265

57.26355
60.30716

61.23565
63.76998

Degrees of fr

diff

Ha:

P<t

eedom:

<0
2.0881
0.0185

Ho: mean(0

P>

) - mean(1l) =

Ha: diff "= 0
t
[t]

-2.0881
0.0370

dif

£f>0
-2.0881
0.9815



